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Abstract

This paper outlines an economic model that provides a framework for organising the growing liter-
ature on the performance of physicians and judges. The primary task of these professionals is to make
decisions based on the information provided by their clients. The paper discusses professional decisions
in terms of what Kahneman (2011) calls fast and slow decisions, known as System 1 and System 2 in
cognitive science. Slow decisions correspond to the economist’s model of rational choice, while System 1
(fast) decisions are high-speed, intuitive choices guided by training and human capital. This distinction
is used to provide a model of decision-making under uncertainty based on Bewley (2011)’s theory of
Knightian uncertainty to show that human values are an essential input to optimal choice. This, in turn,
provides conditions under which artificial intelligence (AI) tools can assist professional decision-making,
while pointing to cases where such tools need to explicitly incorporate human values in order to make
better decisions.
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[T]he very best medical opinion and treatment varies widely from physician to physician, ...
[whose] reputation stands ... on a foundation of dead bodies;

— Shaw (1911)

“It’s easy to make perfect decisions with perfect information. Medicine asks you to make perfect
decisions with imperfect information.”

— Mukherjee (2022), author notes.

1 Introduction

This review introduces a framework to organise the growing economics literature that evaluates the perform-
ance of judges and physicians. These professions are not only among the oldest professions, they remain
among the most important for modern life.

The decisions of judges affect the allocation of billions of dollars of resources and may determine whether
criminal defendants will be set free or spend a large fraction of their lives incarcerated. Similarly, physicians
make life-and-death decisions and play a central role in helping to extend human life and well-being through
the services they provide daily to millions of patients.

Given their importance for modern life, there is growing interest in understanding the determinants of
professional performance and whether it can be improved with new technologies, such as artificial intelligence
(AI) tools. The extent to which this is possible is controversial. Kahneman and Klein (2009) report a
discussion between Daniel Kahneman, the Nobel laureate who made seminal contributions to behavioural
economics, and Gary Klein, who developed the area of naturalistic decision-making to model and enhance
expert decision-making. Kahneman, in his work with Amos Tversky, is well known for highlighting the
fact that humans make systematic judgement errors that can be improved with the use of decision aids, of
which Al is a modern version.! Even before the advent of Al tools, early work by Meehl (1954), Dawes
and Corrigan (1974), and Dawes, Faust and Meehl (1989) show that basic statistical tools can improve the
quality of medical decision making.

However, these results do not imply that the latest, more sophisticated Al tools will necessarily im-
prove professional performance. The empirical evidence is mixed, with some commentators — for example
Mukherjee (2022) and Gary Klein’s remarks in Kahneman and Klein (2009) — arguing that there are areas
where human experts remain superior. For instance, Agarwal et al. (2023) find that, in radiology, AI only
improves the performance of the least skilled. Similarly, Stevenson and Doleac (2024) find that algorithmic
risk assessments provided to judges can have both positive and negative consequences.

This article shows how the interaction of decision time and uncertainty can explain some generic features
of professional work.? It also provides conditions under which new technologies, such as Al, may improve
professional performance. A key feature of professional decision-making is that professionals do not always
have the luxury of refusing to provide advice, even when they do not know the correct choice. In medical
contexts they may choose to provide placebo treatments with little chance of success.? Similarly, when a
case comes before a judge, a decision must be made even if the judge is not certain of the correct outcome.

Given that professional decisions are consequential, professional organisations have evolved to select
and train individuals to be highly skilled in the specialised domains of medicine and law. Wilensky (1964)
observes that the technical skills of professionals in medicine and law endow them with prestige and authority
over decision-making for their clients. The subsequent sociology literature on professionals has tended to
focus on the role of power and prestige that characterise a profession and on why other occupations seek
professionalisation. The article introduces an economic approach to professional work that highlights the
role information plays in professional decision-making. One reason people seek the advice of a professional

1See Kahneman (2003)’s Nobel Prize lecture summarising his work with Tversky.

2There is a large literature in cognitive science studying the role of decision costs and time. See Schulze et al. (2025).

3See Parapia (2008) for a review of the history of bloodletting, which was widely used for many illnesses up to the twentieth
century despite providing little therapeutic value.

4See, for example, Evetts, Mieg and Felt (2006), which reviews the main themes in the literature on professional sociology.



is that professionals have better information about the relevant facts and the appropriate course of action.
The framework can explain several observed features of professions and provides a means to evaluate the
impact of technical change on professional work.

A goal of the economic model in this paper is to explain the following features of professional work
(Wilensky (1964)):

The Distinctive Features of Professional Work
1. Professionals are delegated authority over decision-making by clients.

2. Professionals are expected to have preferences and values consistent with the values and norms set by
the governing body for their profession.

3. Only other highly skilled professionals are competent to evaluate professional performance.

Economic theory can explain the professional’s need to have authority due to asymmetric information.
In general, it is efficient to allocate decision rights to the informed party.> Aghion and Tirole (1997) show
that it is optimal to allocate decision rights to the professional when their preferences and those of the
client are aligned. This observation can explain Wilensky (1964)’s finding that a defining feature of a
profession is the existence of a common set of professional norms and practices that guide their actions.
The importance of professional norms is recognised in the growing economics literature on the selection and
reward of bureaucrats (Francois (2000) and Besley and Ghatak (2005)). See also Prendergast (2015), who
derives an optimal agency contract that accounts for professional preferences.

Another characteristic of professional work identified by Wilensky (1964) is that only members of the
same profession are considered competent to evaluate their peers. For example, in the case of medical
malpractice, the parties will seek the advice of medical experts to determine if there is negligence. For trial
judges, their work is evaluated by judges in appellate courts whose job is to determine whether the trial
judge has correctly applied the law in a particular case.

The economic model outlined in this paper has three goals. First, it shows that features of professional
work identified in the sociology literature can be explained using a simple economic model that highlights the
role of uncertainty in decision-making. Second, it draws on Bewley (2011)’s theory of Knightian uncertainty
to connect slow and fast decision-making, which in turn yields testable empirical implications. Finally, it
shows that human values play an important role in making optimal decisions.

These results are used to discuss the role that Al plays in professional decision-making. There is concern
in the AI community about the potential harms arising from unregulated Al tools.® By identifying where
values play a role, this perspective provides a framework for assessing harms that may arise from such tools.
It also shows that the effects of Al on professional decision-making are likely to differ from its broader effects
on the labour market.

Recent work using the task-based approach to labour developed by Autor, Levy and Murnane (2003) and
Acemoglu and Restrepo (2022) explores how Al technologies are likely to affect the mix of tasks performed
by workers in the labour market. In the case of professionals, their work entails making choices in complex
environments where performance is very difficult to evaluate. I show that this creates uncertainty that
requires human values to be incorporated into final choices.

The paper’s agenda consists of five parts. Section 2 introduces the model used to analyse professional
decision-making. Section 3 presents the rational-choice model of professional decision-making; this corres-
ponds to what Kahneman (2011) calls slow decision-making (System 2). Section 4 discusses the implications
of fast decision-making (System 1) for professional work. 7 Section 5 examines the implications of these
aspects for the use of Al and other new technologies. Section 6 concludes.

5Chapter 8 of MacLeod (2022) provides a recent discussion of the literature.

6See Hinton (2024) and Pause Giant AI Experiments (2024). This concern is often referred to as the alignment problem; see
Christian (2020).

"In cognitive science this is known as dual-process theory, where fast decision-making is called System 1, and slow decision-
making is called System 2. See Evans (2008) for a review in the psychology literature. Alés-Ferrer and Strack (2014) discuss
its application in economics. MacLeod (2016) discusses the application of dual-process theory the theory of human capital.



2 The Professional’s Problem

This section outlines a framework that highlights the complexity of professional decision-making under
uncertainty and shows why professional norms play an important role. For both judges and physicians, their
professional societies provide clear ethical guidance. In the United States, the American Bar Association
has developed a Model Code of Judicial Conduct that includes the following canons:® important role. For
both judges and physicians, their professional societies provide clear ethical guidance. In the United States,
the American Bar Association has developed a Model Code of Judicial Conduct that includes the following

canons: 9

e« CANON 1 A judge shall uphold the integrity and independence of the judiciary.

e CANON 2 A judge shall avoid impropriety and the appearance of impropriety in all of the judge’s
activities.

e« CANON 3 A judge shall perform the duties of judicial office impartially and diligently.

e CANON 4 A judge shall so conduct the judge’s extra-judicial activities as to minimise the risk of
conflict with judicial obligations.

e« CANON 5 A judge or judicial candidate shall refrain from inappropriate political activity.

Judges in most jurisdictions receive a salary that is not tied to individual performance; they are expected
to carry out their duties impartially. Moreover, Ash and MacLeod (2015) find that an exogenous reduction
in caseload leads judges to write longer, more detailed decisions. This finding accords with psychological
research (e.g. Deci (1972); Deci and Ryan (2000)) showing that individuals derive intrinsic utility from their
work. 10

Physicians likewise have a detailed code of ethics. For physician-patient relationships, the American
Medical Association states (AMA Opinion 1.1.1): 1

The practice of medicine, and its embodiment in the clinical encounter between a patient and a
physician, is fundamentally a moral activity arising from the imperative to care for patients and
to alleviate suffering. The relationship between a patient and a physician is based on trust. This
gives rise to physicians’ ethical responsibility to place patients’ welfare above the physician’s own
self-interest or obligations to others, to use sound medical judgement on patients’ behalf, and to
advocate for their patients’ welfare.

This section introduces a framework that focuses on the interaction between values for the client’s well-
being and the complexity of choice, as characterised by uncertainty in evaluating the client’s needs. I
emphasise that I am not assuming pecuniary returns are irrelevant. Pecuniary returns are important for
occupational choice and for job selection. I assume that, when facing a client, the task is sufficiently
challenging that the professional focuses on job performance consistent with professional norms.!?

2.1 The Framework

The technical details are relegated to the online supplementary material.'®> The client i € I seeks a service
from a professional j € J. The client has an unobserved latent state w; € {L, H} = 2, where w; = H denotes

8See ABA Model Code of Judicial Conduct.

9See ABA Model Code of Judicial Conduct.

10See Rebitzer and Taylor (2011) for a review of the extensive literature on intrinsic incentives.

1IAMA Opinion 1.1.1

12There is a literature on the effect of pecuniary returns for professionals. See Prendergast (2015) for a model and references.

13The model builds on physician-choice models in Currie and MacLeod (2017), Chan, Gentzkow and Yu (2022) and Currie,
MacLeod and Musen (2025).


https://www.americanbar.org/groups/professional_responsibility/publications/model_code_of_judicial_conduct/
https://www.americanbar.org/groups/professional_responsibility/publications/model_code_of_judicial_conduct/
https://code-medical-ethics.ama-assn.org/ethics-opinions/patient-physician-relationships

high need and w; = L denotes low need. The ex ante probability the individual is high need is p, and
ph=1-pl.

In meeting with the client, the professional records information represented by the vector Z; € R", where
n may be large. Given this information the professional chooses one of two actions, d;; € D = {I, h}, which
determine the client’s outcome. The action d;; = h is the “intense” choice (appropriate for high-need clients),
while d;; =1 is the less intense choice (appropriate for low-need clients).

There are two potential outcomes: ¢;; € Q = {g, b}, where g is the good outcome and b the bad outcome.
Rewards for the client are normalised so that u, = 0 and u, > 0. The probability of a good outcome, given
the client’s state and the professional’s action, is exogenous:

PI‘[g ‘ wi,dij] S (0, 1), for w; € Q, dij eD. (1)

A key feature of this environment is that no action guarantees a good outcome for every client type:
there is always some chance of a bad outcome. This makes the environment complexr and helps explain
several features of professional services. First, the client is never certain the professional has made the right
decision. Second, the professional may also be uncertain. If a professional has not previously observed a
client’s state @;, she may be unsure which course of action is best. Thus, even after acting, the professional
may remain unsure whether the choice was correct. Moreover, the professional may never learn the outcome:
for example, a patient discharged from an emergency department may return for further treatment after a
shift change, so the original clinician never learns the result.

There are many examples of slow learning in medical practice. Rutkow (2022) provides a history of
surgery and discusses the slow adoption of hygiene procedures. Even today some beliefs persist despite
contrary evidence, for instance claims linking vaccination to autism.

When the client type is H, the gain from choosing d;; = h rather than d;; = [ is denoted AH > 0. When
the client type is L, the gain from choosing d;; = [ rather than d;; = h is denoted AL > 0. From equation
(1), these gains are

A" =y (Prlg |w; = H,di; = h] — Prlg | w; = H,d;; = 1]), (2)
ALY =y (Prlg | w; = L,d;; = 1] — Prlg | w; = L,d;; = h)). (3)

The next question is how professionals use the information in Z; to choose a course of action?

3 Slow (System 2) Decisions and the Role of Uncertainty

Slow decision-making corresponds to the economist’s standard rational choice model with imperfect informa-
tion that assumes the decision maker is Bayesian rational.'* More precisely, the information in Z; is assumed
to produce a one-dimensional signal, s;; = ;(&;), that summarises the information regarding the latent type
of the client. The signal is characterised by type-dependent distribution functions, ij(s) for w; = L and
fJH(s) for w; = H with the following properties:

1. The full support condition - all signals are possible:

fJ‘“(s) >0 forall se R,w; € {L,H}.

2. The monotone likelihood ratio condition - higher s implies a higher likelihood of intense need:

H
(s
Li(s) = f]Li() is continuous and strictly increasing for s € R.

fi(s)
M Newell (1990) calls this choice in the ”rational” timeframe. Savage (1972 (first published 1954)) provides an axiomatic
foundation for this approach.




This signal represents the professional’s assessment of the client’s need. Because the client does not
directly observe this signal, the professional’s evaluation is, in effect, subjective.'® A client seeks the advice
of a professional because they are not able to reliably make decision on the best course of action. In
practice, the professional uses their expertise to evaluate the available information, some of which may be
communicated by the client, to make a decision that is in the best interests of their client.

This assumption is consistent with a key feature of professional skill discussed in the introduction: only a
similarly skilled professional can evaluate the information and reach a decision. It also explains the need for
autonomy and professional norms: as Aghion and Tirole (1997) show, when the preferences of the professional
and client are aligned it is efficient to delegate decision-making to the more skilled professional.

A second aspect of complex decision-making is the fundamental difficulty in determining whether a
professional has made the right choice. Even if the professional’s goals are perfectly aligned with the client,
the fact that information is imperfect creates a trade-off. This uncertainty is captured by the assumption
that, for both types of clients any signal s;; is possible. Hence, the professional is never perfectly sure that
this have made the correct choice. The monotone likelihood condition implies that a higher signal increases
the likelihood that the client has a high need. Hence, the professional’s optimal decision is a cut-off rule,
denoted by o;:

h, if s;; > 0,

di; =<, .. W=7 4

t {l, 1fsij<aj. ( )

With this rule, increasing the cutoff o; reduces the probability of an intense choice while increasing the

probability of a non-intensive choice. The normative implications of the cutoff rule are captured by two
performance metrics:

true positive rate = Gy, (0;) = Pr[s;; > 0j|lw; = H| = / f]H(S)dS (5)
JOO
false positive rate = Gp;(0;) = Pr[s;; > ojlw; = L] = / ij (s)ds (6)
o

The true positive rate (TPR) is the probability that a high-need client receives the intense choice. In
contrast, the false positive rate (FPR) is the probability that a low-need client receives the inappropriate
intense choice. Under the full-support assumption both rates lie strictly between 0 and 1, so there is always
some chance that a client will receive an inappropriate choice even when the professional is acting in the
client’s best interests. The optimal decision matches choice to client type; consequently, a professional’s
performance improves when TPR; increases holding FPR; fixed, and vice versa.

The full-support and monotone-likelihood conditions imply that the performance measures are continuous
and decreasing in o, and that

GHj(O'j) > GLj(O'j) for all o; € R.

The fact that these functions are both decreasing in ¢; implies that a decrease in o; increases both the
TPR; and FFPR;, and hence makes high-type clients better off, while making low-type clients worse off.
In other words, any professional decision involves a trade-off between the needs of the low- and high-type
clients. If the professional could perfectly observe the type of client, then one would have the efficient solution,
TPR; =1 and FFPR; = 0, which is not possible given the full support condition. One can summarise a
professional’s sensitivity—specificity trade-off with the receiver operating characteristic (ROC) curve.'® For
professional j the ROC is the set

{(GLj(0;), Gujloj)) - 05 € R}
I define the skill function S; by:

Sj(FPR) = Gu;(G;(FPR)), (7)

15See MacLeod (2003) and Levin (2003) for formal models of subjective evaluation consistent with this interpretation.
16See Fawcett (2006) for a discussion of the ROC and its origins in radar systems during WWII. The use of ROC curves to
classify physicians is discussed in Chan, Gentzkow and Yu (2022).



where GE; (+) is the inverse of G;. The skill function is a representation of the ROC curve and illustrates
that professional skill is multi-dimensional. Thus, standard labour-economics measures that rely only on
wages and employment do not fully capture the welfare consequences of Al for professional markets: any
change to the skill-choice frontier will have distributional consequences for high-need (H) and low-need (L)
clients.

Each threshold o; corresponds to a unique false positive rate, F'/PR;; therefore, one can assume that
the professional chooses the false positive rate that, in turn, fixes the true positive rate through the skill
function. For any F PR; choice, the decision maker j is more skilled than j’ if S;(FPR) > S;/(FPR). This
can be used to define a partial order that ranks a professional’s decision skill:

Definition 1. Professional j is more skilled than professional j' if
S;(FPR) > S;/(FPR) forall FPR € (0,1).

An example in which a clear ranking may not exist is obstetrics. A midwife who specialises in natural
deliveries may outperform a surgeon in straightforward cases, while the surgeon will be superior in complex
C-sections. 7 In such instances neither practitioner dominates the other.

Although this is a very simple environment, with binary types for the client and a binary choice for the
professional, without additional assumptions, one cannot unambiguously classify the skills of two profession-
als. Fundamentally, the problem is similar to evaluating inequality in a population. Measures similar to the
Gini index have been developed to classify skill curves. A popular ranking is the area under the curve, or
AUC. When it is 1, there is perfect discrimination, while an AUC of 0.5 corresponds to random guessing.
See Fawcett (2006) for a discussion of this and alternative one-dimensional performance measures for ROC
curves.
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Figure 1: Skill (ROC) Curves for Professionals with Pareto Ranked Skills

Figure (1) illustrates the skill curves for professionals when it is possible to Pareto rank them. In this
case, there are three professionals with low, medium and high decision skills. At the extreme values for

17See Chandra and Staiger (2007) for some empirical evidence on task specialization in the medical profession.



FPR; =0 or 1, one has S;(0) = 0 and S;(1) = 1, regardless of skill. These extreme values correspond to
either always choosing the intense choice (FPR = TPR = 1) or always choosing the non-intensive choice
(FPR = TPR = 0). The figure shows that if the three professionals choose the same false positive rate
FPRA, then the true positive rate can vary with skill and TPR” > TPRM > TPR".

The variation in skill presents a challenge for regulation. For example, consider the physician’s choice
of whether to perform a C-section. In terms of policy, a high FPR means that many patients receive
unnecessary C-sections. Suppose that the current false positive rate is FPRE, and policymakers recommend
lowering this rate to FPR“. For the low-skill physician, this would correspond to reducing her true positive
rate from TPRM to TPRY. In other words, for the low-skilled physician, the treatment of patients who
need a C-section is worse. This is exactly what Currie and MacLeod (2017) find in their sample of births in
New Jersey. Physicians with low decision skills do too few C-sections, while physicians with high decision
skills have both a higher true positive rate and a lower false positive rate.

Thus, when the prediction of client need is uncertain, the professional must trade off the gain to the
low-need client against those of the high-need client. The next step is to derive an optimal choice for this
case. Consistent with the professional code of conduct that the professional should act in the best interests
of the client, the professional chooses the FPR to maximise the expected utility of the client:!®

U;(FPR;) = A" x S;(FPR;) x p? — A¥ x FPR; x p% (8)

The optimal choice depends on three parameters, each of which must be determined separately for the
professional to choose optimally for her client. These are the gain for high-need individuals from obtaining
the appropriate high-intensity choice (A1), the gain for low-need clients from obtaining the low-intensity
choice (AL), and the prior probability that the client is high-need, pZ (so pL = 1 — pf). The following
proposition characterises the optimal choice given these data (the proof is in the appendix).

Proposition 1. Suppose FPR} € (0,1) is the optimal choice for professional j then:

AL L
Li(FPR) = S oot ©)
h
PR = G (FPR))

is the likelihood ratio associated with FPR}. The professional’s decision function can be written as follows:

. (10)
[, otherwise.

D,(@) = {h, if Q;(%;) > G L(FPR?),
The monotone-likelihood-ratio property implies that L;(FPR) is decreasing in F'PR. Hence, an increase
in the return to the intensive procedure for high-need clients (A) leads professional j to choose a higher
FPR; (and therefore a higher TPR;). Conversely, an increase in the return to low-need clients (A%) reduces
the chosen intensity. Finally, a higher prior probability that the client is high-need (pf) raises the chosen
FPR; and TPR;.
As Kleinberg et al. (2018) emphasize, the standard economic model of decision-making described as
“slow” decision making takes the form:

Data (&; € X) — Prediction (w; € {L, H}) — Decision (d;; € D;) (11)

This approach highlights the role that Al can play in improving predictions, which in turn can lead to
better decisions. This has been particularly useful in environments where the "ground truth” is available

18See the supplementary materials for the derivation. There is a constant term that does not affect the optimal choice, and
hence it is removed from the utility function.



to produce a “labelled” dataset that can be used by a researcher studying professional performance or for
training an Al system. By a labelled dataset we mean that each & € X can be associated with a latent state
w; € {L, H}. This perspective allows one to ask whether Al systems can improve professional decision-making
by improving predictions. The next two subsections briefly discuss the literature on judicial and physician
decision-making that address this question.

3.1 Judges

Kleinberg et al. (2018) explicitly ask whether machine learning can improve human decision-making in the
context of bail decisions by judges. The bail court in the United States randomly assigns criminal defendants
to various judges in a bail court, who decide whether to grant bail or not.!? The judge typically sees many
cases and has only a few minutes to decide on each one using data supplied by the prosecutor’s office. Bail
will be denied if there is good reason to believe that the defendant will not appear for trial or will commit
further crimes before trial.

The prediction problem is complicated by the fact that observational data suffer from sample-selection
problems. As one might expect, released defendants are more likely to appear at trial relative to those who
are not released. Since one cannot observe the pre-trial behaviour of jailed defendants, one cannot infer their
likelihood of not appearing for trial if released. Kleinberg et al. (2018) show that one can use the variation in
judge leniency combined with state-of-the-art machine-learning tools to produce predictions that are more
reliable than the judges’ predictions. The authors conclude that there would be significant cost savings if
bail decisions are based on their estimates.

Arnold, Dobbie and Yang (2018) study the same issue and ask whether there is racial bias among judges.
The slow-decision model points to at least three sources of variation. One is due to the ability (or inability)
of judges to assess statistical evidence by race. The second is due to the variation in how they value release
by race (given by Af and A]L ). Finally, they may have inaccurate prior beliefs (pf7). Arnold, Dobbie and
Yang (2018) find that there is racial bias, but that this is due to errors in assessing statistical evidence, or
due to errors arising from the use of prior information.

Arnold, Dobbie and Hull (2025) extend this analysis to find the source of errors. As a matter of law in the
United States, courts are required to judge cases based only on the merits of the case, and they are barred
from using prior information. In essence, they are required to be classical statisticians, and not Bayesian
statisticians! Arnold, Dobbie and Hull (2025) find that indeed, judges are using prior information in a way
that is illegal.

It might seem that such a legal rule is not optimal because it requires courts not to use all available
information. However, there are a number of good reasons for this rule. Lang and Lehmann (2012), in
their review of the literature on race in the labour market, find little evidence that statistical differences in
racial characteristics provide useful information. Another reason is moral hazard: using group characteristics
to infer culpability can reduce the effectiveness of deterrence, as discussed by Altonji and Blank (1999).2°
These observations are important for understanding how AI should be regulated. Machine-learning tools are
typically evaluated in a context-free way to maximise predictive power; this corresponds to the prediction
that minimises the probability of error. In the context of legal decision-making, however, the socially optimal
prediction may differ from the rule that minimises prediction error. This point is discussed in more detail
in Section (5).

3.2 Physicians

As with judges, there is evidence that physicians vary in their ability to process information effectively. Currie
and MacLeod (2017) in the case of childbirth and Chan, Gentzkow and Yu (2022) in the case of radiology,
document a large variation in the ability of physicians to correctly diagnose and treat their patients.

19Bail allows an individual to pay a bond, and then to be free until their trial date. If denied bail, they are kept in jail until
trial.

20See their discussion of Coate and Loury (1993) in section 3.5.2. See also MacLeod (2003), which shows that the effectiveness
of rewards can vary with racial animus.



Moreover, in contrast to legal decision-making, Manski, Mullahy and Venkataramani (2023) argue that
race can provide useful information that would allow better predictions and, hence, better choices, consistent
with the procedure illustrated in expression (11). A difficulty is that race may affect a physician’s evaluation
of a patient. Frakes and Gruber (2022) and Hill, Jones and Woodworth (2023) find that physician-patient
communication is influenced by race. In particular, when a physician and patient share the same race,
communication can improve, and so can outcomes. Thus, as Briggs (2022) observes, the explicit use of race
may not lead to better predictions and, consequently, may not lead to better care.

This problem also arises with machine predictions. Obermeyer et al. (2019) find evidence of racial bias
in an algorithm that does not use race as a control variable. Race is correlated with access to medical care,
which can lead an algorithm to provide fewer medical services to a black person with the same medical need
as a white person. Thus, even though, in principle, more data should result in better predictions, if the
training data are subject to selection the predictions may be biased. Obermeyer et al. (2019) observe that
the solution is not necessarily to ignore race, but to understand the nature of the data used to train the Al
and to design algorithms accordingly.

Agarwal et al. (2023) directly test (11) with an experiment in which they provide radiologists with
improved predictions to see whether these result in better decisions. Their first experiment examines the
effect of providing high-quality statistical information from an Al system to physicians. They find the effect
is mixed, partly because physicians cannot easily account for the correlation between the Al’s information
and their own assessment. In effect, using this information requires ”running a regression in one’s head”
— a task research has long shown humans perform poorly at (Meehl (1954), Dawes (1971) and Dawes and
Corrigan (1974)).

However, it would be a mistake to conclude that humans cannot process complex information efficiently.
Agarwal et al. (2023) also find that when physicians receive clinical information from referring physicians the
quality of decision-making improves. One reason is that physicians are trained to use this sort of information.
It is common for academics to assume that information can be easily translated from one context to another;
it often cannot.

4 Fast Decisions and the Role of Uncertainty

This section introduces a model of fast decision-making and shows how it can be formally connected to the
model of slow decision-making characterised as a Bayesian optimal choice. The model of fast decision-making
has testable implications; some are consistent with data on the skill curves of physicians and judges in
the literature. In particular, the model provides a way to empirically implement the theory of Knightian
uncertainty developed by Bewley (2011).

The slow decision model assumes the professional goes through a two-step process. The first step involves
forming a prediction, which in principle is a time-consuming activity. This is not always necessary: a
physician in an emergency room may quickly recognise a heart attack and act immediately. In the case of
bail decisions, some defendants are so obviously high risk that a judge will immediately deny bail.

These are examples of "fast” decision-making that rely on pattern recognition. In cognitive psychology
this is System 1 decision-making, or what Newell (1990) calls decision making in the cognitive band. Church-
land and Sejnowski (1993) show that fast decision-making can be modelled as a lookup table. The expertise,
or human capital, of professional j can be viewed as a large Excel table where the first column lists possible
Z;’s and the second column records the appropriate choice d;; € {h,{}, where h is an "intense” choice and [
the "non-intense” choice. In terms of the decision described by equations (11) and (2), this can be expressed
as the sequence:

Data (Z; € X) — Decision (d;; € D,) (12)

Fast decision-making is a characteristic of expert professionals.?! Klein (2008) calls this naturalistic

21The importance of pattern recognition for expert decision-making was shown in a seminal paper by Chase and Simon (1973).
They show that a key component of chess skill is the recognition of strong board positions.
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decision-making, where skilled individuals quickly categorise clients and make the choice appropriate for that
category. MacLeod (2016) shows that this model provides a representation of human capital that endows
professionals with technical skill. As the professional learns to recognise more conditions, they can classify
more client types rapidly, which in turn increases both their speed and the quality of their decision-making.
This implication is consistent with the empirical evidence that more skilled physicians can achieve better
outcomes at a lower cost (see discussion in Currie, MacLeod and Musen (2025)).

We can connect the model of slow decision-making to fast decision-making as follows. Consider how
a professional might quickly decide to choose the intense treatment. This can be viewed as the set of
characteristics for which the probability that a low-type client is assigned the intense treatment is low —
namely, the false positive rate is small. Suppose that the criterion for a clear diagnosis is given by an error
ef > 0. The difference between this analysis and the model in Section 3 is that we allow different target
accuracies for different unobserved client types.

Given the target error, the professional will quickly assign a client to intense treatment whenever s;; > O';I ,
where Jf is the cutoff corresponding to the probability ef :

GLj(O—;_I) = 6?7 (13)

UJH = sz(ef). (14)

This in turn defines the set of client characteristics that would be immediately assigned to the intense choice:

X" ={% € X |Prlw; =L |&] <ell}, (15)

The second line follows from the monotone likelihood ratio condition. In the context of this model,
professional training implies that when the professional observes client characteristics in X¥ they should
immediately choose intense treatment. This leads to the decision function for professional j:

D;(%;)=h, if7 e x". (17)
Similarly, we can define the event where the non-intense choice is appropriate. For choice d; = [, let the

cut-off probability for the false positive rate be e]L. This corresponds to a true positive rate of 1 — eJL. Thus,
the professional will choose d; = [ whenever the clients’ characteristics are in X%, defined by:

Xb = {# € X|Prlw; = H|7,) < e"} (18)
{

S
= {f € X[9;(#) < Gy;(1 —ef) = 0}} (19)

The sets X and X© are defined independently using the signal distribution for the low and high types.
Given the assumptions on the signal, one can always define the error rates so that ajL = af , in which case
XEN X" =@ and XX U XH = X. In this case treatment is decisive.

As MacLeod (2016) shows, specialised training produces human capital that allows the professional, upon
observing Z;, to know immediately whether it belongs to X% or X . This allows them to skip the prediction
stage and immediately make the appropriate choice for client 7. It is also possible that the professional
chooses sufficiently low error rates that JjL < of . In that case the professional is uncertain regarding the
best choice for clients with characteristics in the set:

XV =Xx - {xtuxHty, (20)

The set XU consists of events about which the decision-maker is uncertain in the sense of Knight (1921),
as formally modelled by Bewley (2011). From the perspective of a classical statistician, uncertainty is
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operationalised by an error probability: when this probability is less than 5%, the optimal choice is considered
certain; when it exceeds 5%, the decision-maker is uncertain.

The question then is how to treat events in XY. One option in these cases is for the professional
to make a slow decision, and invest more resources in collecting more information. As mentioned above,
there is evidence that less skilled physicians (who presumably have larger uncertainty sets than more skilled
physicians) expend more resources to diagnose patients.

Rather, let us suppose that the uncertain professional faces a time constraint and must make a decision
with the available information. This has a number of testable implications.

4.1 Empirical Implications of Uncertainty and Fast Decision Making

By definition, when a client has characteristics in XU, the signal s;; is weak, and the professional therefore
faces uncertainty about the best course of action. If the professional’s preferences over outcomes are not
aligned with the client’s interests, those preferences will have a greater influence on the choice than when
the professional is confident about the best course of action. For example, estimating misconduct risk for
defendants in bail court is very difficult; many commonly used datasets and identification strategies lack a
direct label for misconduct and instead rely on noisy, potentially biased proxies (for example, subsequent
convictions or administrative sanctions). It is perhaps not surprising, then, that Arnold, Dobbie and Hull
(2022) find racial disparities in release rates for most New York City judges.

One can operationalise these ideas by supposing that the professional randomises their choice when un-
certain. This allows construction of a well-defined skill curve that is applied to two datasets with empirically
determined choices in the TPR-F PR space. When uncertain, the professional is assumed to select d; = h
with probability p; whenever #; € XY; this, in turn, fixes the false positive rate at FPR; = p; (conditional
on #; € XV). This assumption then allows one to define the skill curve as in Section 3. I then compare
the resulting skill curve with data from two professional contexts: radiologists diagnosing pneumonia from
X-rays and judges deciding whether to dismiss securities class action lawsuits.

The construction of the skill curve begins with the cutoff values UJH > ajL, defined by the error rates e

J
and eJL . These values, in turn, determine the probabilities that a case falls into X~ or X *:

v} =Prlw; = L| X" =1-Gp;(o}), (22)
’YJH — Prlw; = H | XH] _ GH](UJH) (23)

The higher these numbers, the greater the chance that a person will receive the correct treatment given
their type. In the supplementary material, the following proposition is demonstrated:
Proposition 2. Suppose a professional is making a choice under uncertainty with error rates {eJL, ef} and
skills {’ij, ’yjH} Their skill function (SJU()) when choosing randomly if uncertain is:

U H 1= —ef
J J

where FPR; € e}, 1 —~F]

The skill function is now a straight line in {FFPR, TPR} space. Variation in skill produces parallel shifts
of the skill curve, as shown in Figure 1, which illustrates the curves derived in Proposition 2. This simple
structure has several empirical implications. We begin by associating the set of cases in XV with situations
of uncertainty. The Knightian uncertainty model of Bewley (2011) supposes that, when uncertain (Z; € XY),
the decision-maker chooses a status quo action. The implication is that the decision-maker will select the
same action when uncertain; in practice it is not always clear how to implement this idea.

When optimising given linear rewards, the solution is generically at one of the endpoints of the skill
curve. Conversely, if the individual is following a noisy signal that has full support in the uncertainty set,
one would observe choices along the flat part of the skill curve. The context of professional decision-making
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provides a concrete prediction: if professionals share a common set of values, they will tend to choose the
same action when uncertain. If the status quo point is consistent with optimising behavior, then this will
correspond to one of the endpoints of the skill curve. If not, then one will observe choices along the flat part
of the skill curve.

Figure 2 illustrates possible skill curves as blue straight lines corresponding to professionals with different
skill levels, as given by Proposition 2. The high-skilled professional (upper-bar parameters in the figure) has
a skill curve parallel to, and strictly above, that of the low-skilled professional (lower-bar parameters). In
this figure, I have added data from two professional contexts.

The case of radiologists diagnosing pneumonia from X-rays is illustrated by the small grey dots. These
data come from Chan, Gentzkow and Yu (2022); each dot represents a physician, and the dispersion reflects
variation in skill. The latent state is whether a patient has pneumonia. The true-positive rate is the
probability that a patient with pneumonia is correctly diagnosed. The false-positive rate is the probability
that a person without pneumonia is diagnosed as having pneumonia. Visually, the outcomes lie along the
red line. The red line has a negative slope and therefore is not consistent with physicians having identical
skill; rather, it supports the hypothesis that, regardless of skill, the default is to avoid labelling a person as
ill and sending them for further treatment; this corresponds to a false-positive rate of about 0.25.

The case of judicial decision making provides a contrasting example. It is illustrated with the large blue
dots in Figure 2. These data come from a sample of judges who decide whether to dismiss a securities class
action case (Connell (2025)). In this context, the intensive decision is to allow the case to go to trial. The
decision is meritorious if the defendant (a publiclytraded corporation) is found guilty or is likely to be found
guilty.??

Connell (2025) identifies false positives using the response of a firm’s stock-market valuation to the
dismissal decision to assess whether a case had merit. In addition to showing variation in judicial ‘skill’,
Connell (2025) finds that this variation occurs mainly through differences in the false positive rate, while
the true positive rate is close to one.2? This pattern is consistent with judges dismissing cases unless there
is strong evidence that the defendant is guilty.

Because what counts as an ‘intensive’ choice is partly a matter of definition, the results for the two
professions are consistent with the idea that professionals adopt a default choice when uncertain. This
default is identified by the decision metric (TPR or FPR) that remains fixed across skill levels.

These defaults correspond to the status quo point in Bewley (2011); when a client’s condition is uncertain,
the professional makes the same choice. The benefit of such a default is that professionals are likely to agree
when there is uncertainty, and hence a professional who follows an accepted default will be judged to be
following professional norms.

It is interesting to observe that appellate courts in common-law jurisdictions generally sit as a panel of
judges. Their job is to rule on cases where there is uncertainty regarding the law; the group decision then
becomes the status quo point for the particular set of issues that generated the appeal.

This perspective also provides a theory of medical practice guidelines. For example, Almond et al.
(2010) observed that in 1985 the Institute of Medicine (IOM) issued guidelines defining very low birth
weight (VLBW) infants. The IOM defined VLBW as infants with birth weights below 1,500 grams. This
definition was widely adopted by physicians and hospitals. Almond et al. (2010) find that this definition had
a significant impact on clinical practice, leading to increased rates of intervention for at-risk infants.

Before the guideline, it would have been up to the attending physician to decide how to treat infants with
low birth weights. This generated significant variation in practice. Almond et al. (2010) show that after the
guideline was issued, infants just below the 1,500gram cutoff received significantly more intensive care than
infants just above the cutoff. This evidence is consistent with the idea that the guideline created a default
point for physicians to follow when uncertain.

Birth weight is simply one of many possible indicators of infant health. Hence, a guideline based on
birth weight alone is not necessarily optimal. As Almond et al. (2010) find, infants just below the cutoff had

22Most cases end in settlement to avoid trial. Of the eight cases that went to trial, four returned guilty judgements, consistent
with the Priest and Klein (1984) hypothesis that the win rate at trial should be 50%.
23Gee discussion on page 70, Connell (2025).
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Figure 2: Skill (ROC) Curves with Uncertainty

better outcomes than those just above the cutoff. However, the guideline did reduce variation in practice,
which may on average improve outcomes relative to a counterfactual with no guideline.

These observations suggest that the model of Knightian uncertainty may provide a useful framework to
understand the role of guidelines, not only in medicine but also in law. Guidelines are also used by judges
in the US, who are provided with sentencing guidelines in criminal cases. However, as Stevenson and Doleac
(2024) observe, judges often deviate from these guidelines. The Knightian uncertainty model also provides a
framework to understand the role of new technologies for professional decision-making, as discussed next.2*

5 Discussion on the Role of New Technologies for Professional
Decision-Making

The model of uncertainty developed above implies that a professional under time pressure may use a default
choice when uncertain, or may make choices that reflect personal biases that are not necessarily in the best

24Gee Gans (2025) for an application of Knightian uncertainty to understanding entrepreneurship.
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interests of the client. The task-based approach to technical change developed by Autor, Levy and Murnane
(2003) and Acemoglu and Restrepo (2022) suggests that Al systems may, with sufficient training, take over
these tasks because they can make fast, accurate decisions. A distinguishing feature of professional work
is that it is not always possible to measure performance, which in turn makes implementing effective Al
systems to assist decisionmaking more challenging.

In the context of the fast decision-making model in Section (4), an Al system trained with high-quality
data might be expected to identify which of the three sets, X©, X XV a client case belongs to with a high
degree of accuracy. The use of a default choice for cases in XU may not be optimal: these are likely to be
infrequent cases, and a professional may not have had sufficient experience to identify the best choice.

Agarwal et al. (2024) call such choices “decisions in the long tail”. They compare the performance
of skilled radiologists with two AI systems for diagnosis of X-rays for patients with rare pathologies. By
construction, since these are rare events, the physician is likely to have a high degree of uncertainty about the
correct diagnosis. The interesting result is that the CheXzero Al system for radiology outperforms physicians
in the cases considered.

This result is an example of fast decision-making because the system moves directly from data to a
decision. The open question is whether such results can be extended to other professional contexts to
produce high-quality decisions. In the case of slow decision-making, the role of technology is to improve
prediction while delegating the final decision to a professional. In the case of fast decision-making, where
a person is not part of the decision sequence, there is concern that the system may not respect human
values; this issue is increasingly important in the Al field.?® For example, principle (10) of the Asilomar Al
Principles (Pause Giant Al Experiments (2024)) states:

10) Value Alignment: Highly autonomous AI systems should be designed so that their goals
and behaviours can be assured to align with human values throughout their operation.

In order to address this question, it is worthwhile to briefly review the criteria used by machine-learning
algorithms to make choices. A popular approach to training an algorithm for use in medicine is to use data
from acknowledged experts to make a diagnosis.?® In the context of the two state model, suppose that one
has sufficient data to train an Al system to produce a probability estimate of need, given client characteristics
X

The outcome of the system is then a prediction of the client’s state that is usually given by the prediction
that minimises Bayes risk, in which case the Al system would use the rule:?”
h if Par(%;) > 0.5,
diar = ) (f) (26)
U if Pas(#;) <0.5.

This rule gives the best prediction of the client’s state, which in turn would lead to the choice d;; = h if
and only if the predicted state is w; = H. However, it is not the optimal rule; the optimal rule takes into
account the preferences of the client:

(27)

% h ifAHXPAI(fi)—AL X(l—PA[(a_fi))ZO
di,AI = .
[ if not.

This is exactly the Bayes optimal rule when A# = AL. In general, the Bayes risk does not take into
account the relative values that patients assign to different outcomes. Where do these values come from?

25See Hinton (2024).

26This is how many studies evaluate algorithm performance — they compare the Al solution to the expert’s solution, as in
Agarwal et al. (2023). Another example is the New England Journal of Medicine clinicopathological conference (NEJM-CPC)
cases. See Nori et al. (2025), including citations to earlier work using this data.

27See discussion Devroye, Gyorfi and Lugosi (1996) and chapter 2, proposition 2.1.
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For example, two medical patients may have exactly the same observed conditions (given by Z), but may
rationally view the risks differently and thus make different decisions.

This point may explain the role of defaults discussed in Section (4). We know that in general practice
guidelines are not always optimal in terms of performance.?® This evidence is consistent with the idea that
the guideline created a consensus of professional values that takes into account how treatments affect different
individuals. This in turn increases the reliability of treatment for patients and hence patients’ trust.

It also explains why guidelines are guidelines, and not strict rules. Depending upon patient preferences,
the physician may choose to deviate from the guideline. This highlights a potentially important role for a
human physician in the decision-making process. The physician is in a better position to understand the
patient’s values, and to guide the patient towards a decision that is consistent with their values.

The recent development of explainable AT (XAI) is an attempt to address this issue. 2° These are systems
that help improve a physician’s understanding of a patient’s condition and may allow them to work more
effectively with the patient to devise a treatment plan.

The issues faced by judges are a bit different. In those cases the client is the public, who expect judges
to be impartial adjudicators based on the case evidence given by #;. A number of studies have found that
judges may treat cases with the same evidence differently. 3° As in the case of physicians, Angelova, Dobbie
and Yang (2023) find that some judges are able to outperform AI predictions.

The results of Connell (2025) illustrated in Figure (2) show that judges appear to also have a default
decision when uncertain. Since judges must reach an impartial decision regardless of the evidence, then
defaults are common in the legal system. For example, a defendant is presumed innocent until proven guilty,
with the threshold for guilt depending on the type of case. In a criminal case, guilt must be proven beyond
reasonable doubt, while in a civil case, the standard is a preponderance of evidence.

One reason that bail decisions by judges have been intensely studied is the existence of high-quality
data and the ability to evaluate performance using information on the behaviour of defendants. A more
challenging question is the role of AI systems for judicial decision-making in complex cases that arise in
courts daily. In common law systems, such as the US and the UK, the law is based upon a large corpus of
legislation and published decisions. Even after months of deliberation, we often observe the judges appellate
courts having different views of the merits of the same case. Al systems can certainly be designed to make
decisions on any case by producing a score representing the probability of a win.

In a recent paper, Choi (2025) documents the use of ChatGPT by judges in several jurisdictions. Given
that judicial decision-making is difficult and complex, it is natural that judges would wish to use tools that
make decision-making more efficient and reliable. Choi (2025) shows that large language models can be less
reliable at legal decision-making than a random sample of individuals designed to match the US population.
Moreover, since we are currently far from being able to identify ground truth in many legal cases, there is
currently no reliable basis on which to train an Al system to evaluate important, complex cases.?!

Legal systems have evolved over centuries to acquire information, and then provide guidelines to judges
on how to make choices. At the moment it is still an open question how best to incorporate Al into the
legal justice system. The fact that legal systems combine human values tempered by empirical evidence may
provide useful guidance on how to incorporate human judgement into Al systems.

6 Conclusion

This review outlines a simple economic framework of professional decision-making to explain some distinctive
features of legal and medical professionals that is consistent with the evidence from the sociology literat-
re.32 That literature focuses on the observable institutions adopted by professions. The simple framework

28 Almond et al. (2010) show that after the guideline was issued, infants just below the 1,500gram cutoff received significantly
more intensive care than infants just above the cutoff.

298ee Sadeghi et al. (2024) for a review.

30See Arnold, Dobbie and Yang (2018), Norris (2022) and Kleinberg et al. (2018).

310ne approach is to parse the logical structure of the language as in Ash et al. (2020) for legal contracts.

328eminal contributions include Wilensky (1964) and Hall (1968). See Evetts, Mieg and Felt (2006) for a review of recent
work.
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introduced in this paper shows that these features can be explained by the characteristics of the services
provided by professionals.

In particular, when a professional is called upon to provide advice to a client, they use their technical
skills to guide the client’s choice. In many cases, despite their skill, they may not know the best course
of action. Given this uncertainty, part of their task is to internalise the preferences of the client and to
make a choice in the client’s best interests. This explains why professional associations have clear norms
of behaviour for their members. The professional’s superior skill explains why they are endowed with the
authority to direct a client’s choice.

Finally, the outcome of a professional’s decision is often uncertain and thus provides a noisy performance
signal. This explains why professionals are judged by their peers, who are better able to evaluate the quality
of their decisions conditional upon client characteristics, rather than using a noisy performance measure.
These features imply that the impact of new technologies for professionals is likely to differ from their
impact on other occupations where performance-based measures are more precise.

In those situations where clear performance criteria exist and high-quality data are available, it is possible
to train Al systems to enhance professional performance. As discussed above, Al has been shown to improve
the performance of radiologists in diagnosing pneumonia from X-rays (Agarwal et al. (2023) and Agarwal
et al. (2024)) and to improve the quality of bail decisions in some contexts (Kleinberg et al. (2018), Dobbie,
Goldin and Yang (2018)).

It remains an open question whether Al systems can be trained to make high-quality decisions in complex
cases where outcomes are uncertain. In such cases, the way a client evaluates trade-offs is an important input
into the optimal decision; this raises a legitimate concern that Al systems may not appropriately incorporate
human values.

A final issue that we have not directly addressed is the role of learning. A good example is the treatment of
mental illness. Currie and MacLeod (2020) find that treating depression often entails explicit experimentation
with different drugs until one is found that works. This is a very challenging environment because clinicians
need to follow patients for several weeks to assess effectiveness. At present, high-quality data to train an Al
system for these decisions do not generally exist.

Agrawal, Gans and Goldfarb (2018) call the ability to learn from experience ”judgement”. MacLeod
(2016) shows that the acquisition of skill via human capital can be modelled as sequential search over a large
search space. The issue is the extent to which such processes can be automated.

There is rapid development of systems that aim for general intelligence (AGI — artificial general intelli-
gence). Examples of advances include work on games (Silver et al. (2017)) and on protein structure (Jumper
et al. (2021)).3% These systems rely on two ingredients. First, the environment is well defined and replicable
(for example, the rules of chess and Go). Second, there are clear performance goals that can be used to train
the systems.

This success follows from the fact that one can implement a high-quality computer model of the de-
cision-making environment. This allows one to use machine learning techniques, such as Q-learning, to
train the system with millions of possible simulated scenarios. In contrast, both medical and legal decision-
making occur in complex social environments for which there do not exist high-quality computer models of
the environment; hence, training entails the slow collection of real-world data.

Thus, the first-order challenge for building better decision aids is the collection of high-quality data.
However, more data by itself is not a guarantee that one can build better decision aids. Vafa et al. (2024) and
Vafa et al. (2025) provide examples in which a large language model produces a high-quality representation
of a data set, including strong out-of-sample predictions. However, the authors also show that the LLM does
not necessarily capture the data-generating process, a result consistent with Choi (2025)’s study of LLMs in
judicial decision-making.

The evidence so far suggests that Al can enhance professional decision-making when clear performance
criteria and high-quality data exist. However, for the time being there is still a role for researchers who build
and test economic models of decision-making in complex social environments. Many open questions remain

33See Yang and Wang (2021) for a review of machine learning in the context of game theory.
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about whether Al systems can learn to make high-quality decisions in complex social environments where
human values are important.
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THE ECONOMICS OF PROFESSIONALS: SUPPLEMENTARY
MATERIAL

W. BENTLEY MACLEOD

This note provides the details for the model and proofs in “The Economics of Professional

Decision-Making: Can artificial intelligence reduce decision uncertainty?”.

1. A MobpEL oF CoMPLEX CHOICE

1.1. Parameters.

w; € {L, H}: unobserved latent condition.

e pfl = Prlw; = H| and pL = 1 — p: ex ante probabilities for the latent parameter.
o pf%_’dj = Pr(g|lw;, d;],w; € {L,H},d; € {l,h} = D: Probability of the good state given

the latent parameter and the professional’s decision.
uy > 0 is payoff to client in good state, zero in the bad state.
sij = §2;(Z;) € RN is the signal that summarises information on the latent state of the

client w; as a function of observables, ;.

fi7(s) is the probability density function for professional j’s signal given the latent
state w;.
FPR; = Pr[d; = h|w; = L] is the false positive rate for professional j.

TPR; = Pr|d; = h|w; = H| is the true positive rate for professional j.
j j

1.2. Payoffs. The expected payoff to the client given the professional’s choice is given by:

Uij = ug X Z {Pr[g|wi, d;] x Prlw;, d;]}
wie{L,H},d;€{l,h}

= Uy X Z {pii,dj X Pr[dj|wz]} X pzz
wi€{L,H},d;€{l,h}
% {p Prld; = hlw; = H| + p},(1 — Pr[d; = Hlw; = H|)}pl]
! +{pi,,, Prld; = hlw; = L] + p7 ,,(1 = Pr[d; = hlw; = L])}p

[ {Phn = PH)TPR; + P yol
- Yg
—{(wy — PLWFPR; — pLt0s

Date: December 1, 2025.



We can define the gain for type w; = H clients from the decision d; = h relative to the
decision d; = I:
AT = ug x (D, — D)
Similarly, the return of the non-intensive choice d; = [ relative to the intensive choice d; = h

for clients type w; = L is:

A" =y x (pl; = P1s)-
Finally, we can define the probability of a good state with the worst possible decision
(d; = h and when w; = L and d; = [ and when w; = H) by:

(5) p=p X v+ 05 x i,
Hence:
(6) Uij = ug x (AY x TPR; — A* x FPR; + p).

1.3. The Decision Rule. Professional j chooses the intense choice (d; = h) for client ¢ when
the client’s signal is larger than a professional specific cut-off: s;; > o;. Given this rule, one

can define the professional’s two performance measures as a function of their decision rule:

(7) true positive rate = Pr[s;; > o0;|lw; = H|] = Gy, (0;) = / fjH(s)ds

(8) false positive rate = Pr[s;; > 0j|lw; = L] = G1;(0;) = / ij(s)ds

Since the distribution of signals has full support, this implies that the function G;(0),w €
{L, H} is strictly decreasing in o; with lim,, ,_o Guj(0) = 1 and lim,_,o Go,j(0) = 0. Thus,
the function G,,;(0) is one-one and onto R , and hence it is invertible.

These assumptions imply that we can assume the professional chooses their false posi-
tive rate, F'PR;, which in turn fixes their decision rule cutoff: o; = Gz;(FPRj). Thus,

professional j’s true positive rate as a function of her chosen false positive rate is defined by:
(9) TPR; = S;(FPR;) = Gy,(G;(FPRy)).

The function S;(-) is the professional’s skill curve that determines what is known in the

1

machine learning literature as the receiver operator curve.” Given this curve, professional

IThis term comes from World War II. The curve represented the ability of radar to detect incoming aircraft.
See Fawcett (2006) for a discussion of the concept.
2



J’s utility as a function of their F/PR; is defined by:
(10) Ui(FPR;j) = (uy, x p+ A"S;(FPR;) x pf! — AYFPR; x pt)

Since the constant term u, X p does not affect the decision, it is dropped from the computation
of the professional’s choice.
The derivative of S;(F'PR;) with respect to F'PR; is computed as follows:

dG j O'j
dS,(FPR;) =i

(11) JFPR,  1Gn@)’

do;
—J/(G; (FPR;))
~ (G (FPRy))
= l;(GL;(FPRy)),
= L;(FPR;),

£1(s)

where [;(s) = T I8 the signal’s likelihood ratio for the latent type w; € {H,L}. It is
J

assumed that the likelihood satisfies the monotone likelihood ratio condition:

dl;(s)

(12) T

> 0.

Propostion 1. The monotone likelihood ratio condition (12) implies that the professional

J’s payoff is concave in F'PR,;

Proof. Since G;(0;) is decreasing with ¢;, then with the monotone likelihood ratio condition

% < 0. Hence from (10) it follows that the payoff is strictly

concave. [l

this implies that

The optimal false positive rate, F'PR}, solves:

dU;(FPR;)
— (;FTR]»J =u, x (A" x Li(FPR;) x pfl — A¥ x pt)

This implies the following proposition:

(13)

Propostion 2. Suppose FPR; € (0,1) is the optimal choice for professional j’ then:

o Al xopf
LiFPR;) = R pin

fH(G;(FPR))

where L;(FPR) = FE(GL(FPR))



Since the likelihood ratio is decreasing in F'PRR;, this implies that any change in parameters
that increase the right hand side leads to a decrease in F'PR;. In particular, an increase in
the return to the intense choice, A# will cause a rise in the FPR;.

Given the signal we can also compute the probability that the client i is of a particular

type:

Prls;; > olw; = H] x p!
Prs;; > olw; = L] x pl, + Pr[s;; > o|w; = H] x pH’
_ Guj(o) x py
Gjlo)

where the unconditional probability of observing a signal greater than o is defined by:

Priw;, = H|s;j > o] =

Gj(o) = Gr;(o) x pL + G (o) x plf

2. THE EFFECT OF DECISION UNCERTAINTY

Suppose that the professional desires to reduce decision error to a pre-specified level. This
generates three situations. There are two cases where the choice is clear (intense or not),
and a third situation where there is uncertainty.

Formally, these cases are given by:

e 7;; € X: Information held by a professional when making a decision.

o X' = {Z; € X|S;(7;) < o}}: states where the professional believes that the client
has low need.

o X/ = {7 € X|S;(z;) > 0}'}: states where the professional believes that the client
has a high need.

o XU = {7 e X|o} < 5;(%;) <ofl} = X —{X"UX"} : states where the professional

is uncertain.

For these definitions to make sense, it is assumed that o/' > oF. When o/’ = o} we are in
the case studied in the previous section.
Given the cutoffs, for w; € {L, H} the probability of an error when the professional is

"sure” of their choice is given by:

(14) e =Pr[# € X"|w; = H) =1— Gy;(o})
(15) 65-1 = Pr[fl € XH’(UZ = L] = GLJ'(O'JH)

Error ef is the probability that a high type has characteristics from the set X and is

incorrectly assigned the decision that is appropriate for the low type. The definition for e]L is
4



the same with the roles of H and L reversed. The assumptions on the distribution of signals
ensures that given ey € (0,1) , there is a unique and well defined threshold oy € R.

Having a low error rate is certainly desirable, but if it is very low, then o > o, which
in turn implies that for all clients with #; € XY = X — {XT U X#} there is uncertainty
regarding the best course of action. Suppose that when uncertainty the professional is forced
to randomize their choice, and chooses the intense outcome with probability p; € [0, 1].

We can generate a skill curve by supposing the professional fixes their error rates, and con-

L _H

siders the consequences of different probabilities when uncertain. Given error rates {ej NS
this uniquely determines the cut-off points {O'J-L, O'jH } via equations 14 and 15. It is assumed

that the error rates are sufficiently low that {o} < of'}.
These cut-offs in turn determine two additional skill measures for professional j. These

are the probabilities each type is correctly diagnosed when the professional is certain of their

judgement:
(16) nyH = Pr[X"|w; = H] = GHj(af)
(17) v = Pr[X w; = L] = (1 = G (oy))

Performance increases with a decrease in the error rates, that in turn imply an increase in
the probability of a correct diagnosis. These parameters define the false positive and true

positive rates as a function of the randomization p;

FPR; =Prld; = hjw; = L],
=Prld; = h| X", w; = L] x Pr[X"|w; = L]
+ Pr[d; = h| XY, w; = L] x Pr[XY|w; = L],
(18) =ej +pi(1 =7 —e¢f),

In the case of the true positive rate we have:

TPR; =Pr[d; = hlw; = H],
=Pr[d; = h| X", w; = H] x Pr[X"|w; = H]
+ Pr[d; = h| XY, w; = H] x Pr[XY|w; = H],
(19) =7 +pix (L= —¢ff).

Using 18 and 19 the skill curve is given by:

Propostion 3. Suppose a professional is making a choice under uncertainty with error
rates {el, e} and skills {~v}',~}'}. Their skill function (SY(-)) when choosing randomly if
5
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uncertain 1s:

(20) TPR; = SY(FPR;) =~ + (FPR; —¢})

J

where FPR; € [Pr[X"|w; = L], PriXV U X"|w = L]] = [e

L
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